Platform for Efficient Switching between Multiple Devices in the Intensive Care Unit

F. De Backere¹; T. Vanhove¹; E. Dejonghe¹; M. Feys¹; T. Herinckx¹; J. Vankelecom²; J. Decruyenaere²; F. De Turck¹

¹Information Technology Department (INTEC), Ghent University – iMinds, Gent, Belgium; ²Department of Intensive Care, Ghent University Hospital, Gent, Belgium

Keywords
Computer-assisted decision making, decision support systems, clinical/organization and administration, intensive care units, information systems, User-computer interface

Summary
Introduction: This article is part of the Focus Theme of Methods of Information in Medicine on “Managing Interoperability and Complexity in Health Systems”.

Objectives: Handheld computers, such as tablets and smartphones, are becoming more and more accessible in the clinical care setting and in Intensive Care Units (ICUs). By making the most useful and appropriate data available on multiple devices and facilitate the switching between those devices, staff members can efficiently integrate them in their workflow, allowing for faster and more accurate decisions. This paper addresses the design of a platform for the efficient switching between multiple devices in the ICU. The key functionalities of the platform are the integration of the platform into the workflow of the medical staff and providing tailored and dynamic information at the point of care.

Methods: The platform is designed based on a 3-tier architecture with a focus on extensibility, scalability and an optimal user experience. After identification to a device using Near Field Communication (NFC), the appropriate medical information will be shown on the selected device. The visualization of the data is adapted to the type of the device. A web-centric approach was used to enable extensibility and portability.

Results: A prototype of the platform was thoroughly evaluated. The scalability, performance and user experience were evaluated. Performance tests show that the response time of the system scales linearly with the amount of data. Measurements with up to 20 devices have shown no performance loss due to the concurrent use of multiple devices.

Conclusions: The platform provides a scalable and responsive solution to enable the efficient switching between multiple devices. Due to the web-centric approach new devices can easily be integrated. The performance and scalability of the platform have been evaluated and it was shown that the response time and scalability of the platform was within an acceptable range.

1. Introduction
Handheld computers, such as tablets and smartphones, are becoming more and more popular, even in the clinical care setting [1–3]. Moreover, with the increasing memory capabilities, processing power and connectivity, these devices can offer a portable platform for patient management in the Intensive Care Unit (ICU) [4]. Furthermore, in a computerized ICU, a computer is located next to every bed. Each department also has a unit PC and physicians usually have a personal desktop and smartphone. Moreover, the number of devices on an ICU is steadily increasing in recent years [5]. Therefore, there is a need for an efficient switching mechanism between the different devices used in the ICU, to ensure quality of care.

These devices have the capabilities and potential to be integrated within existing clinical decision support systems (CDSS). CDSS are computer-driven technology solutions, developed to provide support to physicians, nurses and patients using medical knowledge and patient-specific information. Thus, these systems will not replace the medical staff, but will merely give advice and guidance. This way, they are able to take all relevant data and information into account. By filtering the information in an intelligent manner and presenting it to the medical staff at the appropriate moment and in an intelligent way, these systems can improve health care [6]. CDSS can be used in every aspect of the care process, from preventive care and diagnosis to monitoring and follow up. Studies have already shown that these systems improve quality, safety and effectiveness of medical decisions, resulting in im-

© Schattauer 2015
proved patient care, higher performance of the medical staff and more effective clinical services [7]. Nevertheless, the uptake of CDSS is rather low and this is due to a number of factors [8].

First, one of the main problems in the use of CDSS is the integration of applications into the current workflow of the medical staff [9]. Kawamoto et al. [10] concluded that CDSS are more successful when integrated into the work process of the medical staff. This also means the integration with existing information systems of the hospital [11].

Second, the devices used in the ICU are not optimal embedded within CDSS. Sharing information at the right time and place has a large influence on the use of these systems and on the performance of the medical staff, moreover it is time-saving [12].

A third problem is representing all the relevant information of a specific patient. In the ICU, up to 200,000 parameters are collected for each patient on a daily basis [13, 14]. These parameters are mainly originating from examinations and from monitoring data. Visualizing this data in an optimal way and selecting only the most relevant information is a challenging task [15].

Due to problems and the necessity to ensure continuity of healthcare services, improving patient quality of life and rationalizing healthcare costs, new pervasive healthcare systems [16] are being explored [17, 18]. The research on clinical decision support has evolved over 50 years [19] resulting in new approaches such as pervasive and ubiquitous healthcare [20, 21].

As the medical staff in a clinical setting has very diverse tasks and the work is highly fragmented [22, 23]. On average, they do not spend more than five minutes on a specific task and in many cases only spend 1.5 minutes on a specific activity before switching to another task. This means that personnel has to be highly adaptive and should be able to cope with an ever changing environment and continually adjust their activities [24]. In an Intensive Care setting, there is a wide variety of systems that are integrated in the workflow of the doctors and nurses. This means that during an activity they are taken into account the readings and/or measurement from these systems to assess the situation of the patient or they have to interact with different (software) systems to obtain the correct information about a specific patient [25]. As the staff only has limited time to spend on certain tasks or activities, accessing the correct infrastructure and tools can create a big overhead for the staff. The study of Koch et al. [26] indicated that using integrated displays, where all important information in contained in one screen, could be an advantage, if bidirectional communication between different devices is implemented. Also, event recognition and treatment efficiency can be improved when using a second display [27].

A better integration of the current infrastructure and handheld devices, such as tablets and smartphones, can improve this situation. Therefore, there is a need for a platform, which is capable of switching between the different devices, used in the ICU. However, there are still obstacles concerning the efficient switching between devices and that should be taken into account when developing such a platform. First, the user friendliness should be of paramount importance. Introducing a new tool into such a complex setting as an ICU, should improve the quality of care and the workflow of the medical staff. It should support the staff in their current activities. Second, the speed of the switching mechanism is also important, as doctors and nurses only spend 5 minutes on average on a task, they do not want to wait for a few minutes while transferring the data from one device to another. Finally, the switching mechanism should be carried out in such a manner, that it suggest when the situation is right to switch to another device and automatically detect other devices in the vicinity. Keeping user friendliness in mind, users should get the suggestion to switch and should not be switched to another device automatically.

The purpose of this paper is twofold. On the one hand, the design and implementation of a platform is presented, enabling doctors and other members from the medical staff to switch between multiple devices. This platform is also capable of detecting which content is suitable to be displayed on which device, e.g., text can be shown on all devices, while high-resolution images are less suitable to be displayed on smartphones. On the other hand, the performance of the platform is evaluated, to give valuable insights in the scalability, responsiveness and user experience.

The remainder of the article is structured as follows. Section 2 details the objectives of our platform, whereas Section 3 is devoted to the methodological approach. Section 4 deals with the evaluation results. Finally, the main contributions are discussed and the main conclusions of this research are highlighted in Sections 5 and 6.

2. Objectives

The aim of this research is to design a platform that allows for the efficient switching between devices in an Intensive Care setting. This platform should offer following features:

• Integration in the workflow and at the point of care: To optimize the care and minimize loss of time and costs, the visualization of the data by the platform should be integrated into the workflow of the doctors and the medical staff. Moreover, the visualization should also be possible at the point of care, while examining the patients and not only in the office of the physician.

• Tailored information: The information should be adapted dynamically to the capabilities of the devices, e.g., high quality images, such as X-ray pictures, should not be shown on a smartphone as the transfer of data would create an unacceptable delay and it would not be easy to interpret this kind of images on a small screen.

• Dynamic information: When new information becomes available, the device should be able to immediately visualize the new content.

• Displaying the appropriate medical information on the device: Based on the role and the preferences of the end-user and the properties of the device, which are provided to the platform by means of a database, the platform is capable of selecting and visualizing the informa-
tion in a user friendly manner. By enabling the medical staff to enter their personal preferences, we make sure that it is possible to deviate from the settings made by the platform and we ensure a user-friendly experience. For example, a cardiologist should see information concerning the heart instead of seeing kidney data first.

Besides these functional requirements, the platform should also fulfill the following non-functional requirements:

- The platform should be generic and it should be possible to plug-in new devices at any moment.
- As the number of devices in the ICU is increasing at a steady pace, the platform should be scalable and able to cope with a large number of clients.
- The platform performance should be such that the loading times are in an acceptable range.

The original research contribution of the paper is the design of a platform for the efficient switching between devices in an Intensive Care setting, taking into account the above four functional requirements and the three non-functional requirements. The design of the platform is outlined in the paper and obtained performance results are presented, together with a discussion section. The platform can also be used outside the Intensive Care setting, for instance in ambulatory settings.

3. Methods

The platform offers an environment, in which the efficient switching between devices is facilitated. Section 3.1 details the general concept of the platform’s architecture, whereas Section 3.2 describes the platform components and their interactions, by focusing on the envisioned scenarios. Section 3.3 discusses the use of Near Field Communication as a localization and switching standard between the devices. In Section 3.4, the components of the platform and their interactions are described. Further implementation details, concerning the three-tiered architecture are given in Sections 3.4.1, 3.4.2 and 3.4.3. Section 3.4.4 handles the implementation details of the NFC communication. Finally, Section 3.5 details the security and confidentiality techniques used within the platform.

3.1 General Concept

Figure 1 illustrates the general concept of the platform. As can be seen in this figure, data from a wide range of sources is gathered in the Intensive Care Information System (ICIS). Personal preferences of the staff are stored in the Staff Preferences database and general knowledge is kept in the Knowledge database, for
example the capabilities of every type of device. The information from these three databases is used for filtering and selecting the requested information. Based on the capabilities of device and the preferences of the user, the information can be filtered in an additional step, if necessary, and is sent to the device.

### 3.2 Scenario

From the general concept, as discussed in the previous section, the following scenario can be envisioned.

1. The doctor is on his way for his round in the ICU ward and decides that he already wants to check the last measurements of patient X. He takes his smartphone and gets a concise overview, in the form of a table, of the patient’s status.
2. As the doctor arrives at the ICU ward, he wants to visualize the measurements onto the bedside desktop PC. Therefore, he swipes his personal tag on the reader, attached to the device.
3. Immediately, the patient’s data that the doctor was viewing on the smartphone is shown on the bedside PC. As this screen has a larger size, the measurements are shown as graphs, where possible.
4. Meanwhile, the nurse at the unit desktop PC is entering additional information about patient X. Straightaway, all devices, currently visualizing data about patient X, will be updated, ensuring an up to date view on patient X.
5. After a while, the doctor moves to the bed of patient Y and on the bedside PC he visualizes this patient’s data. With this action, the smartphone application,
still visualizing the data of patient X, will refresh automatically and instantly show the data of patient Y.

The visualization of this scenario is shown in Figure 2. Next to the floor plan, some examples are given of which information is displayed on the screen of the involved devices.

The scenario, described in the previous paragraph, details the general concept of the proposed platform. However, the platform makes it possible to switch between a wide range of different devices that could be used in the ICU: smartphones, tablets, desktop computers at the nurse's station or in the doctor's office, bedside PCs and smart TVs. In fact, all devices, which are capable of visualizing web pages can be used with the platform. Different uses cases for switching are:

- Switching between devices, from a device with a small screen to one with a bigger screen, because the medical staff wants to have a more detailed overview of certain variables. This can be done by means of a graph instead of a table or a listing of the variables from the last hour.
- Switching from a screen that can be seen by visitors of patients, during visiting hours, to a more personal device. This way, patient confidentiality can be taken into account.
- Switching from a device, residing next to the patients bed, to a more personal device, because the doctor is continuing his/her round.

3.3 Near Field Communication

To implement the tags and readers, as mentioned in the previous section, we assume doctors and the medical staff will use Near Field Communication (NFC) [28]. NFC is a new set of standards that enables smartphones and other devices, with similar capabilities, to establish radio communication. This connection is set up by bringing the devices in close proximity to each other (usually only a few centimeters), or by touching each other. Not only communication between two NFC enabled devices is possible, but also the communication between an NFC reader and an unpowered NFC chip, which is often called a tag.

NFC is compatible with current existing Radio Frequency Identification (RFID) structures, tags and smart cards [29, 30]. There also is no technical barrier to use NFC, as the concept is straightforward. The user just has to bring the two devices in their range to start communication. As the communication range is short, it is easy to distinguish multiple devices residing in each other's neighborhood. This also means that there is little change that there will be security issues, if no other device is in the vicinity, there will be no communication [31].

3.4 Platform Components and Interactions

The platform is implemented by using Java EE 6 (Java Enterprise Edition 6), which defines a standard for developing and implementing multi-tier applications, based on standardized modular components. The Java EE framework offers a complete set of services to these components and details concerning middleware activities are handled automatically, without complex programming. A multi-tier, distributed application model is used by this platform. Based on the required functionalities, the application is split up into different components, which can be installed on different machines, depending on the tier they belong to. Most Java EE enterprise applications can be split into three tiers:

- Entities are contained in the Persistence Tier. The Java Persistence API is used to implement entities and to persist them into a table in a relational database.
- Enterprise Java Beans (EJB) are defined in the Business Tier. These beans are responsible for adding logic to the application. The Java EE framework ensures that these EJBs offer scalability by means of resource pooling. There are...
two different types of EJBs. Tasks of clients are performed by session beans. Based on the requirements, session beans can be stateless, stateful or a singleton. Message-driven beans are used when the application has to process asynchronous messages. In the Business Tier, Web Services can be defined, which can call upon external services.

- Java Server Pages (JSP) and servlets are stored in the Web Tier. JSP and servlets can be used to visualize dynamic web content and make it possible to enforce a separation between the representation of data and the business logic.

The 3-tier architecture of the platform, as depicted in Figure 3, is based on a web-centric approach and addresses the functional needs as mentioned in Section 2. These choices ensure that the platform is flexible and portable. Also, by choosing a web-centric approach, all devices with a web browser are able to plug into the system. The implementation code of the Proof of Concept is made publically available on GitHub through the following URL: https://github.com/alexvanboxel/IOTOPERuntime.

### 3.4.1 Persistence Tier

The Persistence Tier contains all the entities, representing the tables in the database. In fact, entities are Plain Old Java Object (POJO), extended with annotations that can indicate for example, an ID or multiplicities, such as a many-to-many relationship. The most important entities in the platform are:

- **DeviceType**: information about the specifications of a device type, e.g., the resolution of the screen.
- **Staff**: knowledge about staff members’ preferences and limitations, concerning the data that a certain staff member can consult.
- **Variable**: identifier to determine which type of data is stored, for example, body temperature, blood pressure, heartbeat per minute.
- **Patient**: detailed information about the patient, such as name, episode number and unique national number.
- **PatientVariable**: actual data about a specific Variable, linked to the Patient. For example: Patient x has a body temperature of 37.2 degrees.

### 3.4.2 Business Tier

In the Business Tier, the Facade design pattern is applied [32]. This implies that all communication between the Web Tier and Business Tier will pass through a specific bean, the ManagementBean. This bean provides only high-level business methods in order to have a safe and simple interface. Furthermore, the methods in the ManagementBean can be split in two types. First, there are methods that are related to the state of the application for a current user. Second, there are also methods for retrieving and changing information related to the patients. Since this defines a clear distinction, the ManagementBean is connected to two different internal components.

The first component, theStateManager, keeps track of the current run-time state of the application. This class is implemented as a Singleton. A Singleton session bean is instantiated only once for each application and will exist for the whole lifecycle of that application. The Singleton session bean was chosen since this bean has to keep the information about the global state of the application. Information about the current number of devices and the users logged in on these devices is not stored in the database, but is all stored inside the StateManager.

Run-time state information is not stored in the database as this would result in an extra delay. The disadvantage of this decision is that information about which patient the user was viewing and which devices were in use by the user, will be lost when the server has to reboot.

The second component, the DataBean, is used to communicate with the Persistence Tier. This way, the application can take care of the data related to patients and staff members. Because all global state information is saved in the StateManager, the ManageBean can be implemented as a stateless session bean. This design choice makes the application more scalable, since there can be more instances of this implementation available at the same time.

### 3.4.3 Web Tier

The Web Tier consists of both code, running on the device (the client) and code, running on the server.

The Asynchronous Javascript and XML (AJAX) design principle is used to create a fast and responsive system [33]. However, Javascript Object Notation (JSON) was used instead of XML to enable easier processing in the client [34]. A static HTML page (HyperText Markup Language) is downloaded to the client and the content of this page is changed dynamically. Communication with the server happens in the background, without any user intervention.

The server-side code consists of servlets running in the Java EE Web Container. These will handle the requests from the client and forward them to the Business Tier. Another function of the servlets is to convert the raw data from the Business Tier into a representation that the client can process. This conversion depends on the type of device. For example, a graph will be generated from the raw data for tablets and laptops, while smartphones will receive a textual representation.

The data is presented to the user in the form of Blocks. Each Block contains a specific Variable, for example blood pressure or body temperature. When a user adds new information to a Block, this information is sent to the Business Tier and all devices displaying this information will receive the updated content.

Clients also poll the server at fixed intervals for new content. To lower the load on the Business Tier, a ChangeTracker object is introduced. The goal of this object is to keep track of which devices need to be updated with new content. When a client checks whether there is new content, the request will only be passed on to the Business Tier if the ChangeTracker indicates that new content is available. This reduces the load on the server.

### 3.4.4 NFC Communication Implementation

In order to establish a connection between the NFC infrastructure, used for the platform and the platform itself, the IOTOPESC

* [https://github.com/alexvanboxel/iotope-node/downloads](https://github.com/alexvanboxel/iotope-node/downloads)
library is used. By developing a small client for the device, equipped with an NFC reader, the platform can be notified, when a certain device is in the vicinity of an NFC tag. Each NFC reader can decode tags. Whenever this situation occurs, the client will perform a post to the NFC login server by transferring all the necessary data. This is in fact standard IOTOPE functionality. This login server will send the request to the login server of our platform and thus establish the connection.

The NFC communication within this platform is implemented in such a way that there is support for two different setups. In the first setup, each user has a tag and a reader is connected to each device. In the second setup, each device has a tag and a user can log in by scanning the tag with his/her personal smartphone.

The implementation of this small client is also available on https://github.ugent.be/fddbacke/DeviceSwitching.git.

3.5. Security and Confidentiality

In a clinical setting, security and privacy play an important role, as it is not the intention that everybody can gain access to the information used within the platform. Therefore, some security and privacy measurements are taken within the platform. The web application of the platform, running on the handheld device, is facilitated by means of a web page. Thus, it is possible to use existing, standard security methods for websites. A secure Transport Layer Security (TLS) connection is used. For the web application, this means that the Hyper Text Transfer Protocol (Secure) (HTTPS) is utilized. To prevent not-authorized users, accessing the application, a login mechanism is implemented. This way, only personnel of the ICU can gain access to the web application. Data can only be fetched from the databases of the ICU, if the correct WiFi hotspot is used. No information is cached in the handheld device. When the medical staff moves to another patient, the data is automatically forgotten. When a nurse or doctor forgets to leave the handheld device at the ICU, the web application will notice this when they leave the hospital, by means of GPS tracking, which is only possible outside buildings, and the web application will be closed.

4. Results

Measurements were performed to evaluate the performance of the platform. The results of these tests give valuable information about the scalability, responsiveness and the user experience.

4.1 Evaluation Approach

Time measurements were performed to benchmark the platform. Therefore, timestamps were collected both at the client-side and server-side. This enables the calculation of the response time under different circumstances and the determination of the most time consuming parts of the application. Special care has been taken to assure that a possible mismatch between the time on the client and the time on the server is excluded from the measurement results.

All evaluation tests were repeated 30 times. These results were then averaged to exclude statistical fluctuations. Special code was included in the client to facilitate these measurements. This code simulates user interaction and collects timestamps belonging to the performed action. Reaction time of the NFC reader and the time to render the Document Object Model (DOM) in the client browser are excluded from the measurements.

Response time will always be used as benchmark. This is defined as the time between the selection of the patient and the time when the DOM with the patient’s information is updated in the client.

4.2 Evaluation Setup

All the tests were performed with the same server: a laptop with an Intel Core i5-2410M CPU with 6 GB RAM and a SSD running Microsoft Windows 7. GlassFish Version 3.1.2 was used as the Application Server. The client, used in the tests, unless stated otherwise, is a laptop with an Intel Core i5–3210M running Ubuntu 12.04. Firefox 17.0 was used as web browser. For the communication between the devices a wireless 802.11 b/g router with 100Mbit/s Ethernet connection was used. Unless stated otherwise, the devices were connected to the WiFi network.

A Samsung Galaxy SII Smartphone, running Android 4.0 and a Samsung Ga-
Methods Inf Med 1/2015 © Schattauer 2015

Figure 5 Analysis of response time with data represented in graphs

Figure 6 Analysis of response time with data represented as tables

axy Tab 10.1 tablet, running Android 3.1 were used as mobile devices. The tests were performed using their standard web browsers.

4.3 Evaluation Results

The first evaluation analyzes the response time in function of the number of blocks that are sent to the client. This test was performed with a wired connection between server and client. As can be seen in Figure 4, the relation between the response time and the number of blocks shown in the client is linear. Presenting the data as graphs takes more time than presenting the data in a tabular form. The response time increases also faster when graphs are generated. This was expected since the number of blocks equals the number of graphs to be created. Also, the time for generating three blocks, is almost equal for both representations. This is because the first three blocks never contain any graphs.

To gain more insights in the response time, the different parts were analyzed. Three different parts were identified:

- DOM-modification time at the client-side.
- The communication delay between server and client. This delay consists of both the network delay and the JSON-parsing at the client-side.
- The generation at the server-side, this can further be split in:
  - Switch and select patient at the server-side
  - Business logic without database interaction
  - Interaction with the database
  - Generating HTML

The result of this analysis, with the data represented as graphs or as tables, can be found in Figure 5 and Figure 6 respectively. The average and standard deviation are shown in Table 1. It can be concluded that for the rendering of tables the most time-consuming parts are the DOM modification at the client-side and the database interaction at the server-side. For the rendering of graphs the HTML-generation at the server-side takes a considerable amount of time. This is caused by the fact that the generation of the graphs is done as
part of the generation of the HTML code. At the server-side, the database interaction always takes a considerable part of the total response time.

The average response times were measured when different devices were connected with each device constantly sending requests to the server. With up to 20 devices connected, no statistically significant differences in response time were measured, implying that the system scales well.

Finally, the response time was measured on different types of devices to evaluate the user experience. In normal operation, the system will show a different representation of the data depending on the type of device. For these measurements, the same data was sent to each device to enable comparison of the performance of the different devices. This data consists of 25 blocks, each containing 100 values and these are represented as a graph and as a table. The results are shown in Table 2. On all devices the representation with graphs consistently takes longer. The smartphone also performs better than the tablet for both the representation with graphs and tables.

### 5. Discussion

An accurate analysis of the evaluation results, obtained as described in the previous section, indicates that the platform performs as desired. The response time for generating tables, as shown in Figure 6 shows that most of the time goes to client DOM modification (57%) and database interaction (31%). For generating graphs, as shown in Figure 5, 65% of the response time is needed for HTML generation. Client DOM modification and database interaction take respectively 12% and 16% of the response time.

Measurements with up to 20 devices have shown no performance loss due to the concurrent use of multiple devices, proving that the application is scalable. The ICU of Ghent University\(^4\) is one of the largest ICUs in Belgium, which holds 56 beds. The department consists of five different units (cardiac, burn unit, surgical, pediatric and internal) and these are located in different locations. Each unit in itself is again divided in several smaller units where each ICU bed has a bedside PC. As the platform can be distributed in such a way that each small unit has its own server, it can be ensured that the platform keeps running smoothly. Moreover, in the experiments where 25 medical parameters were measured and 100 values per parameter were stored, the system was able to consistently respond in less than one second when the data is presented in tabular form.

The difference in response time between the different types of devices is less than a factor 3, as can be observed in Table 2. This difference can be partly compensated by adapting the representation of the data to the device type, which guarantees a consistent user experience on all devices. Furthermore, the performance difference between the tablet and smartphone, used in this experimental set-up, can most probably be explained by the newer Android version and the faster CPU of the smartphone.

When the response time as a function of the number of the data points is measured, as shown in Figure 4 and Table 1, a linear relationship is achieved as expected. The HTML generation takes 50 times as much time than presenting the data in a tabular form. The increase in response time as a function of the number of data points is smaller with graphs, since the number of graphs that needs to be created is the same.

The main advantages of using the new NFC technology, instead of the more known RFID technology are: i) the capability of bi-directional communication, this way of communication, instead of single mode communication as with RFID, allows for more flexibility as the tags are able to communicate directly with each other, ii) the ability to emulate contactless smart cards, which advances the interoperability of NFC as there is no need for an NFC tag or RFID card and information, stored on the NFC device, is used for communication, however, making such a system secure is a great challenge [35], iii) peer-to-peer connections can be established, with this mode it is possible to exchange data at link-level [36, 37], and (iv) the speed of the connection establishment is negligible, NFC connections are typically set up in less than 100 milliseconds as the connection between two devices is created automatically [38].

---

\(^4\) [http://www.icu.be/eng/]
The platform performance can be further improved by reducing the number of requests from the client to the server: this can be realized by changing the polling architecture (from client to server) to a push-based architecture (from server to client). In this way, when the server discovers a change to the data of a viewer, it will push these changes to the client.

The following technical considerations and challenges should be taken into account for the platform. First, as the platform is used within a clinical setting, privacy and security are very important. Therefore, we also plan to carefully consider the privacy and security requirements in the extended version of the platform. Second, Javascript was chosen to create a fast and responsive system, and the execution of the code is done at client side, which limits the necessary processing power in the back-end. However, this also means that the CPU of the end user’s device is used, which can have an impact on the battery consumption of mobile client. An adaptive approach to balance components between client and server is currently being considered. Another limitation of Javascript is that different layout engines will render the code in a different manner, which may result in inconsistencies in terms of functionality and interface. Proper front-end development tools and extensive automated software testing will allow circumventing these incompatibility concerns. Third, by using AJAX, network latency can impact the responsiveness of the platform. Lightweight alternatives are currently being studied.

The proposed platform can be integrated within existing CDSS that are already deployed in the Intensive Care Unit, as previous research indicates that standalone CDSS are not enabled to be executed on multiple computing platforms [39]. This can be done by generating the entities, based on the relational databases of the ICU. As indicated in Figure 1, several databases are integrated within our platform. If these databases are replaced with those used in CDSS and the queries are adjusted accordingly, the platform can be fully operational in the ICU, integrated with the other tools and systems. EHR (Electronic Health Record) applications are considered to be an important part of CDSS, hence integrating the proposed platform with existing EHR applications can be realized in a similar way: generating the entities in the platform based on the database tables in the EHR application. This approach was taken for the integration of the system with the EHR application in the Intensive Care department of Ghent University hospital.

6. Conclusions

In this paper, a platform to access data through multiple devices is described. Based on the functional and non-functional requirements, a 3-tier architecture was designed and implemented. Due to the web-centric approach, the platform is portable, scalable and extensible. Extensive timing measurements were performed to investigate the response time, the scalability and user experience of the designed platform. The results of these evaluations show that the response time of the platform scales linearly with the amount of data. The response time for generating tables is always less than the response time for generating graphs. The platform, presented in this paper, facilitates the use of multiple devices in an ICU setting, which is integrated in the workflow of the doctors and the medical staff at the point of care. Future research will focus on replacing the polling architecture into a push mechanism and on the implementation of several caching strategies.

References


32. Gamma E, Helm R, Johnson R, Vlissides J. Design Patterns: Elements of Reusable Object-Oriented Software. Addison-Wesley; 1994.


